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Modern 
Autonomous 
Threat Protection

Security Enforced at the Foundation

Starlight integrates security technology from AccuKnox, the team behind 
KubeArmor and ModelArmor, two widely adopted open-source security 
projects, directly into the platform. This means protection is built in, not 
bolted on.

What It Does: Why It Matters
Monitoring   
Every action inside a running workload is observed in real time: file reads, network connections, and process 
launches, with virtually no slowdown.   
 
Complete visibility into what every workload is doing at every moment. 

Enforcement   
When a policy is violated, the action is blocked before it can do any damage. There is no window for an 
attacker to exploit.   
 
Threats stopped before execution, not after the fact. 

AI-Aware Protection   
AI models and inference workloads receive their own security boundaries, blocking misuse of compute 
resources and protecting sensitive data. 
 
Purpose-built for the unique risks of AI at the edge. 
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Starlight uses a Linux kernel technology called Extended Berkeley Packet Filter (eBPF), a highly efficient 
mechanism that lets the operating system observe its own activity without slowing it down. Every file access, 
network connection, and program launch is recorded in real time, giving operators complete visibility into 
what is happening inside every workload.

Enforcement Layer
Security policies are converted into rules that run inside the kernel itself, using a technology called BPF-Linux 
Security Module (BPF-LSM). Unlike systems that detect a threat and then try to respond, enforcement is inline: 
the violation is blocked at the exact moment it is attempted, with no window for an attacker to act.

Security That Works When the Network Doesn’t

Capability: What It Does 

	● Control what runs   
Only approved programs and processes are permitted to execute inside each workload. Anything not 
on the list is stopped automatically. 

	● Protect sensitive files   
Access to passwords, certificates, configuration files, and AI model data is restricted to the exact 
workloads that need it. 

	● Manage network access   
Workloads can only make the network connections they are authorized to make. Unauthorized 
outbound connections are blocked at the source. 

	● Secure AI compute resources   
Graphics processors and AI acceleration hardware can only be used by authorized workloads, 
preventing cryptomining and resource abuse. 

	● Block AI model attacks   
Malicious AI models, including those delivered through tampered files or supply chain compromise, 
are prevented from running arbitrary code. 

	● Automatic policy generation   
Starlight observes how each workload behaves and generates least-privilege security rules 
automatically, with no manual policy authoring required. 

 
Most security tools depend on a continuous connection to a central cloud 
service to do their job. Starlight does not. Every enforcement rule lives on the 
node itself. Workloads are fully protected during communications outages, in 
air-gapped facilities, and in remote or contested environments where network 
connectivity is unreliable or unavailable. When connectivity returns, security 
telemetry is synchronized, and policy updates are distributed across the entire 
fleet automatically.
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Purpose-Built Protection for AI Workloads

Running AI models introduces risks that general-purpose security tools were not designed to handle. AI 
models are programs. An untrusted or tampered model can execute hidden code, steal sensitive data, 
abuse compute hardware, or quietly manipulate the results it produces. ModelArmor looks inside each 
container and enforces exactly what the AI workload is permitted to do.

This is especially critical at the edge, where AI inference runs on hardware that may be physically exposed, 
remotely managed, or operating with limited oversight. ModelArmor ensures that even in those conditions, 
an AI workload cannot act outside its authorized boundaries. 

What ModelArmor Protects Against
	● Sandboxed model execution.  

Every AI model runs inside a strict execution boundary. Even a malicious or tampered model 
downloaded from a public repository cannot access the host, other workloads, or sensitive files 
outside its defined scope.

	● Adversarial and injection attack prevention.  
ModelArmor blocks crafted inputs designed to manipulate model behavior, as well as code injection 
attempts embedded in AI model file formats, before they can execute.

	● GPU and compute resource protection.  
Only authorized inference processes may access GPU resources. Unauthorized attempts, including 
cryptomining and resource hijacking, are blocked at the kernel level.

	● Data exfiltration controls.  
File and network policies prevent AI workloads from reading or transmitting sensitive data outside 
their authorized scope, whether through a compromised model or a manipulated prompt.

Starlight does not rely on any single layer of protection. Security is built across 
the entire stack from hardware to application, so that a breach at one layer 
does not automatically compromise the rest.
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A Complete Security Stack, Not a Checklist

Layer Protection: What It Means 

100 S. Ashley Drive, Suite 600,  
Tampa, Florida 33602 
United States of America 
 
1-386-748-4404 
info@mainsailindustries.com

Operating 
System

	○ Immutable, read-only host OS  

	○ Attackers cannot modify system software between reboots. 

	○ Every boot starts from a known-good state.

	○ Confidential Compute built-in 

Runtime 	○ KubeArmor kernel-level enforcement  

	○ Policy enforced for every running container, virtual machine, and host process 
simultaneously, in real time. 

AI Workloads 	○ ModelArmor AI-specific enforcement  

	○ AI inference processes are sandboxed with model data and compute 
resources protected from misuse. 

Visibility 	○ Unified dashboard, local and connected  

	○ Full visibility into security events across every node, locally in air-gapped 
environments or centrally when connected. 

https://www.mainsailindustries.com/contact
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